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I. INTRODUCTION AND MOTIVATION

Recent advancements in programmable network hardware
such as smartNICs (e.g., NPU, DPU, FPGA) 1 and pro-
grammable switches (e.g., Intel Tofino) have created opportu-
nities to save precious CPU cycles and achieve low latencies
by offloading applications to these devices [1]–[3].

Some example applications offloaded to smartNIC include:
(a) Cloud infrastructure services such as failover manager [4],
load balancer [5], consensus manager [6], and replication man-
ager [6], (b) Cloud applications such as key-value stores [7]
and serverless application infrastructure [4], [5], and (c) 4G/5G
mobile packet core functions [8]–[11].

Offloading the applications to smartNIC implies that we
must also offload the security algorithms traditionally sup-
ported by the host. Otherwise, we need to send the application
messages to the host’s VM/container for crypto processing
operations, negating offload benefits.

SmartNICs such as Cavium’s Xpliant [12]), Netronome’s
Agilio CX [13], and Nvidia’s Bluefield [14]) come with fixed-
function accelerators for popular security algorithms such
as AES. Several solutions propose reconfigurable security
algorithm implementation for programmable network hard-
ware. For example, HalfSipHash [15], [16] is implemented
on Intel Tofino; ChaCha [17] is implemented on Netronome
smartNIC; and Advanced Encryption Standard (AES) [18]–
[20] is implemented on Intel Tofino and FPGA hardware.

The existing fixed-function and reconfigurable security ac-
celeration solutions focus on individual security algorithm
implementation. In practice, a server application or a mo-
bile network must support multiple security algorithms for
confidentiality, integrity, and authentication. For example, the
TLS cipher suite [21], [22] supports several public-key al-
gorithms (e.g., RSA, ECDSA), secret-key algorithms (e.g.,
ChaCha20, AES-GCM, AES-CBC), and authentication and
hash algorithms (e.g., Poly1305, SHA). Similarly, the 5G
standards [23], [24] support security algorithms such as NEA0,
128-NEA1 (SNOW 3G), 128-NEA2 (128-bit AES in CTR
mode), 128-NEA3 (ZUC-based), and integrity, viz, NIA0,
128-NIA1 (SNOW 3G), 128-NIA2 (AES in CMAC mode),
128-NIA3 (ZUC-based). Therefore, the existing solutions that
focus on a single security algorithm miss out on acceleration
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1Abbreviations — NPU: Network processing unit, DPU: Data processing

unit, FPGA: Field Programmable Gate Arrays

opportunities across security algorithms. The state-of-the-art
does not support performance isolation among multiple cloud
tenants (or 5G network slices) and auto-scaling.

II. PROBLEM STATEMENT

Microservice architectures [25] provide benefits such as
independent scaling of bottleneck functions, code reusability,
and ease of management. Inspired by these benefits, we pro-
pose to migrate from monolithic architecture to microservice
security architecture. In this work, we propose to design
and implement an in-network, microservice-based security
framework for offloaded applications by leveraging FPGA
NICs. Our goal is to decompose the TLS cipher suite and
4G/5G security algorithms into independent crypto functions
(i.e., microservices). We aim to design a programmable system
that supports near line-rate processing for signaling and data
messages. It should judiciously utilize the FPGA hardware
to maximally pack crypto algorithms and support the auto-
scaling of crypto microservices based on the incoming traffic
characteristics.

We plan to identify the common crypto functions across
security algorithms, design microservice chains for request
(e.g., encrypt, decrypt, authenticate) processing. Our final
objective is to provide microservice-based crypto function
APIs to the cloud/telecom application programmers to help
them accelerate the security of offloaded applications.

Some of the use cases that would benefit from our offload
framework include: (a) security procedure offload for server
applications that use HTTPS/TLS, 4G/5G mobile edge and
core network security procedures, (b) network functions that
terminate/initiate secure connections (e.g., IPsec gateway, L4
load balancer, stateful firewall, intrusion detection system),
and (c) secure communication between microservices in a
serverless function chain. Our work is generalizable across
security use cases, but we plan to demonstrate our prototype
for the HTTPS/TLS and 4G/5G security use cases.
Challenges. We have identified the following challenges in
designing our proposed in-network security framework. (1)
Packing multiple crypto algorithms on a single FPGA hard-
ware to efficiently utilize FPGA hardware resources, (2)
Designing an in-network system that can perform crypto
processing at line rates (up to 100Gbps) for messages as small
as 64 bytes. Typical control/signaling messages are small, (3)
Ensuring performance isolation, fairness, and QoS guarantees
for workloads with different characteristics and requirements.



III. PROPOSED APPROACH

We propose the following approach to accomplish our
research objectives.
Identification of independent functions for security algo-
rithms. The first step is to decompose the security algorithms
into independent microservices to improve code reusability
and leverage opportunities for independent scaling.

Figure 1: (a) TLS1.2/TLS1.3 cipher suite (data path), (b)
Microservice design for TLS data path security algorithms,
(c) Microservice design for AES-GCM.

Figure 1 (a) shows the TLS cipher suite algorithms. Fig-
ure 1 (b) shows the decomposition of the TLS cipher suite
algorithms into microservices with the help of a dependency
graph (DAG). The notation A→B indicates that microservice
A depends on B. For example, SHA depends on CBC, and
CBC depends on AES.

We now discuss the analysis that led to microservice
decomposition. Figure 1(b) shows that AES and SHA are
decomposed as microservices as they are common across
multiple security algorithms. The key expansion function of
AES is invoked only during the first packet of the flow, after
which the function remains unused. To save the hardware
resource during function scaling, we split the key expansion
function as a microservice and add corresponding dependen-
cies. (see figure 1(c)) GCM is further decomposed into three
microservices to reuse AES across security algorithms (see
figure 1(c)).

The proposed design helps hardware resource reuse, eases
maintenance and debugging of the code, and helps fine-grained
control for management components such as scaling. The
construction of microservice design for 5G security algorithms
is work-in-progress.
Hardware design to support line-rate processing. We pro-
pose designing the dynamic chaining algorithm for security
algorithms that leverages the knowledge of common microser-
vices for efficient hardware utilization. We plan to design a
scheduler incorporating dynamic chaining and load balancing
to provide near-line-rate performance.
Controller design for dynamic scaling. We plan to design
a controller that monitors the incoming traffic characteristics,
collects the hardware resource utilization statistics, learns near-
future computing needs, and dynamically reconfigures the
FPGA hardware without impacting other processing units.

IV. INITIAL RESULTS

Experimental setup. We have implemented the following
designs for evaluation. (1) Container (without AES-NI), (2)

Container (AES-NI). We implemented AES-GCM using the
TLS library within a docker container. The server CPU uses
AES-NI accelerators to speed up AES operations, which
acts as our host-accelerated design. We disabled AES-NI for
our baseline design, (3) PS (FPGA CPU). We implemented
AES-GCM for the Processing System (PS), i.e., the CPU,
on the FPGA board to avoid traveling the host network
stack, (4) PS+PL (FPGA CPU+FPGA). We implemented
the monolithic AES-GCM algorithm from scratch using the
microservice design principles on PL (Programmable Logic)
of the FPGA, Zynq UltraScale+ MPSoC ZCU106 [26] Our
monolithic AES-GCM spanned around 1K lines of hardware
code that includes the high-level synthesis (HLS) source for
AES-GCM, HLS testbench for verification and the driver
code for PS-PL communication. (5) PS+PL scaled (Xilinx
SN1000 [27]). We extrapolated the performance for the FPGA
NIC Xilinx SN1000 to estimate the gains for production-grade
FPGAs.
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Figure 2: Message size vs.Throughput.

Message size (in bytes)
Latency (in µs)

Container (AES-NI) FPGA
Compute End-to-end End-to-end

64 0.65 192.57 5.89
128 0.67 194.65 6.94
256 0.69 219.18 9.07
512 0.75 231.17 13.29
1024 0.83 243.21 21.87
1464 0.93 253.73 29.16

Table I: Latency: FPGA and host accelerator designs.
Evaluation. Figure 2 and Table I show AES-GCM perfor-
mance in terms of throughput and latency, respectively. The
latency metrics are computation time and end-to-end latency.
The monolithic AES-GCM FPGA-based solution reduces end-
to-end latency from 88.5% to 97.3% compared to host-based
AES-NI accelerators. The computation time with AES-NI
contributes to less than 1% of end-to-end latency; the rest
is spent on network stack processing. This makes host-based
accelerators a bad choice for in-network workloads.

The accelerated monolithic design, PS+PL scaled, performs
better than the AES-NI CPU accelerators for packet size
<= 512 bytes. The performance suffers for large packet
sizes because the scheduler runs on the low-frequency CPU
(PS). We plan to build a PL-based scheduler to improve the
throughput. We hypothesize that our system will scale better
with the microservice design.
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